MEASURES OF RELIABILITY

How can we determine reliability? The classic model is to measure twice and then check to see if the two sets of measurements are consistent with each other.

First let’s consider interobserver reliability. Suppose we wish to test the hypothesis that tall people are waited on more quickly in retail stores than short people. To do this, we could observe unobtrusively to (1) classify customers as either tall, medium, or short, and (2) count the number of seconds from the time each customer enters the store to the time a salesperson speaks to him or her.

Since judgments of height might not be reliable, we could check on it by having two observers independently observe to assess it. We could then determine the percentage of subjects who were put in the same height category (tall, medium, or short) by both observers. How high should the percentage be? Although there is no standard answer to this question, it’s clear that if the percentage gets too low (say, less than 60% agreement), we have a serious problem — either one or both of the observers is not a good judge of height. Such a lack of consistency in their judgments would doom the entire study.

Our measure of the number of seconds also might be unreliable if, for example, the observers are easily distracted by other events, are inattentive to the measurement task, and so on. To check on this possibility, we could compare the measurements reported by the two observers. When there are two quantitative scores per subject (such as the number of seconds for each customer as indicated by each observer), we can check on the degree of relationship by computing a correlation coefficient. As you may recall from our discussion of empirical validity, a correlation coefficient may vary in value from 0.00 to 1.00. A 1.00 indicates perfect reliability—that is, the rank order of the customers based on the observations by one observer is the same as the rank order based on the observations made by the other observer. When we use correlation coefficients to describe reliability, we call them reliability coefficients. When we use them to describe the agreement between observers, they are usually called interobserver reliability coefficients.

Notice that when studying interobserver reliability, we usually obtain the two measurements at the same time (that is, the two observers observe the same subjects at the same time). In contrast, in test-retest reliability, we measure at two different points in time. For example, suppose we want to know the reliability of a new test designed to assess the ability to learn college-level math. We might administer the test one week and then readminister it two weeks later. Since the ability to learn college-level math should not change very much from week to week, we should expect consistent scores if the test is reliable. Once again, for two sets of scores, we would compute a correlation coefficient, which would indicate the test-retest reliability of the test.

Some published tests come in two parallel (or equivalent) forms that are designed to be interchangeable with each other; they have different items that cover the same content. When they are available, parallel-forms reliability should be determined. This is usually done by administering one form of the test to examinees and, about a week later, administering the other form to the same examinees—yielding two scores per person. When the sets of scores are correlated, the result indicates the parallel-forms reliability of the test.

How high should a reliability coefficient be? Most published tests have reliability coefficients of .80 or higher—so we should strive to select or build instruments that have coefficients this high, especially if we plan to interpret the scores for individuals. For group averages based on groups of subjects of about 25 or more, instruments with reliability coefficients as low as .50 can be servicable.  To understand why we can tolerate rather low reliability coefficients in research in which we are examining averages, first keep in mind that reliability coefficients indicate the reliability of individuals’ scores. Theory tells us that averages are more reliable than the scores that underlie them because when computing an average, the negative errors tend to cancel out the positive errors. For instance, suppose we want to compare the average age of parents who read extensively with their sixth-grade children with the average age of parents who do not. Asking children their parents’ ages is likely to be unreliable. However, we should expect about half the children to overestimate the ages and half to underestimate them; to the extent that this is true, the averages may be reasonably accurate since the underestimates will cancel the overestimates.

EXERCISE
1.
We need at least how many observers to determine interobserver reliability?

2.
When there are two quantitative scores per subject, we can compute what statistic to describe reliability?

3.
Do we usually measure at two different points in time to estimate interobservcr reliability?

4.
Do we usually measure at two different points in time to estimate test-retest reliability?

5.
According to this topic, most published tests have reliability coefficients that are about how high?

6.
According to the topic, serviceable reliability coefficients may be how low if we are measuring in order to examine group averages?

7.
Are the scores of individuals or group averages generally more reliable?

Questions for Discussion

8.
In your opinion, which of the following variables mentioned in the topic would probably be easier to measure reliably: (1) height of customers based on observations made from a distance or (2) number of seconds from the time customers enter a store until a salesperson greets them, also based on obser​vations from a distance. Explain your choice.

9.
For measures of which of the following variables would test-retest reliability (with the instruments administered two weeks apart) probably be more appropriate: (1) voters’ opinion on the honesty of two presidential candidates or (2) racial prejudice against Asian-Americans. Explain your choice.

ANSWERS

1. Two

2. Correlation coefficient, which is called a reliability coefficient

3. No

4. Yes

5. .80 or higher

6. .50

7. Group averages

8. Sample: number of seconds would probably be more reliable if observers carefully use a stopwatch

9. Sample: Probably prejudice against Asian Americans since this is less likely to change substantially over a 2-week period.  Political opinions are sometimes volatile. Test-retest over a period of weeks is only reasonable when there is a reason to believe that the trait is stable over the time period.

